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ABSTRACT
Bone Age Assessment (BAA) is a task performed by physicians to estimate the skeletal development of a pediatric patient.
Tipically physicians perform this exam by doing a manual analysis of the X-ray image of the non-dominant hand of a
child, either by taking the image as a whole or paying attention to certain anatomical Regions Of Interest (ROIs). Over the
years, several datasets have been proposed in order to generate automated methods to perform this task. Most notably, in
2017 the Radiological Society of North America (RSNA)1 created the Pediatric Bone Age Challenge, which encouraged
the development of machine learning approaches for this task. In this paper, we present GPNet a convolutional neural
network capable of performing BAA precisely and effectively by analyzing the whole hand in a single forward pass. We
train GPNet using the training data available from the dataset created in the RSNA challenge and evaluate our method
using the validation set. We use the testing set to compare our performance with the current state-of-the-art and find that
GPNet significantly outperforms previous methods. During our architecture search we perform several experiments to
demonstrate the effect of different layers, proving that some blocks do not contribute to the performance of the network,
but instead they affect it. As a result, we are able to develop a method that reduces the number of trainable parameters by
nearly 82.15 M in comparison to the state-of-the-art, while improving the performance.

Keywords: Bone Age Assessment, Computer Aided Diagnosis, Convolutional Neural Networks, Machine Learning, Pe-
diatrics

1. INTRODUCTION
The bone age of a child is a measurement of his or her skeletal development. Unlike chronological age, this indicator
considers factors such as age, race and gender. In pediatric patients, bone age is useful to diagnose growth and endocrine
disorders, and to predict the final height of the patient. Bone Age Assessment (BAA) is performed by comparing a
radiograph of the non-dominant hand and wrist against standardized images corresponding to different bone ages. The
most commonly used atlases for BAA are Greulich and Pyle (G&P)2 and Tanner and Whitehouse (TW2).3 The former
is composed of images at different ages for each gender, while the latter involves the scoring of 20 Regions Of Interest
(ROIs) to determine the final bone age. However, since the images are compared manually, these approaches are observer
dependent and may vary depending on the physician’s experience. Furthermore, these manual methods are prone to intra
and inter observer errors given the radiologist’s expertise or possible variations on the image. An example of the difficulty
of this task is shown in Figure 1, where we display four different hands from similar bone ages.

With the success of machine learning techniques in computer vision tasks, such as image classification,4 detection5 and
semantic segmentation,6 the use of automatic methods has been proposed to improve the accuracy of BAA. Early methods
were manually designed to extract specific ROIs or features and used them to classify the images.7–9 More recently, the use
of deep learning has been proposed to avoid the necessity of feature engineering and allow the fully automation of BAA.
The introduction of the Radiological Society of North America (RSNA) in the Bone Age Pediatric Challenge in 201710

encouraged the development of deep learning and machine learning approaches for BAA. The winners of this challenge11

used a deep natural image classification system with an additional branch to include gender information, and achieved a
Mean Absolute Difference (MAD) of 4.26 months on the test set.

Regarding the image classification task, recent deep learning approaches have greatly improved the accuracy of ma-
chine learning models on benchmarks such as ImageNet.12 More specifically, methods such as ResNet,13 DenseNet,14

Inception-v315 and ResNext,16 have introduced novel ideas that improve the effectiveness of convolutional neural net-
works in producing accurate classification. Inspired by the capability of these methods to perform a global analysis of the
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Figure 1: Radiographs of male patients with bone age values of (a) 12 years, (b) 13 years,(c) 14 years and (d) 15 years.
G&P’s method requires visual comparison of these images with the normalized examples contained in the atlas.

image, we develop a network able to perform BAA following G&P’s approach, exploiting the global information found in
hand radiographs and generating a precise bone age estimation.

In this paper we present GPNet, a deep learning approach for BAA that uses Inception-V3 as backbone to extract
features from the hand radiograph, and then fuses that information with the gender data. We evaluate our method on
the 2017 RSNA Boneage Pediatric Challenge test set and obtain state-of-the-art results using an architecture significantly
smaller than the previous leading method.

2. RELATED WORK
2.1 Bone age assessment datasets
The first methods used to determine skeletal maturity were based on BAA atlases. These atlases contain standard plates
which represent the central tendency of a specific chronological age group. G&P established a normalized atlas from radio-
graphs of upper middle-class boys and girls acquired by the Brush Foundation Study of Human Growth and Development
from 1931 to 1942 in the United States.17 The construction of this guideline was done under the assumption that in healthy
children skeletal maturation is uniform, i.e. all bones have the same appearance at a certain chronological age and the
development of the bone centers follow fixed patterns.18 Therefore, the use of this rule has limitations in applicability.

In 2005, Vicente Gilsanz and Osman18 proposed a set of digital data as an alternative to reference atlases. For its
development, they considered the central skeletal maturity indicators found in six ossification centers for each sex and
age group. In this way, they generated one single idealized image that represents the perfect average for each age group,
spaced every six months from 2 to 6 years, and annually from 6 to 17 years. To establish an algorithm that avoids bias
towards a particular population, it is necessary to use a dataset that includes high race variability. Thus, in 2007, the
Children’s Hospital of Los Angeles (CHLA)19 collected a total of 1,390 left-hand radiographs of children between 1 and
18 years of Asian, African-American, Caucasian and Hispanic descent. Unfortunately, the data is not publicly available.
The mentioned datasets do not contain a significant number of images for their use in the current experimental framework.

In 2017, the RSNA created the dataset for the Pediatric Bone Age Challenge. The data was provided by Stanford
University, the University of Colorado and the University of California - Los Angeles. The dataset comprises radiographs
in png format taken from the non-dominant hand of both male and female patients between 0 and 240 months of age (0-20
years), with bone age annotations made by trained radiologists.10 The dataset is composed of 14,236 images divided into
3 sets: 12,611 for training, 1,425 for validation and 200 for testing. 46% of the dataset corresponds to female patients and
54% to male patients. The average size of the images is 1,694 × 1,284 pixels. For the training subset, the age for both
splits of the dataset (male and female) resembles a Gaussian distribution, centered around 117 months for females and
135 months for males. Figure 2 presents the data distribution for the whole training set and for each gender. The dataset
contains images with a difference in bone age of less than 3 months, complicating the classification process. Therefore, a
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Figure 2: Data distribution for (2a) the training set, (2b) the female training subset and (2c) the male training subset of the
RSNA’s Pediatric Bone Age Estimation Challenge

high performing model must take into consideration fine details to correctly classify similar bone ages. Figure 3 shows an
example of this observation of the RSNA dataset.

2.2 Bone age assessment methods
Manual assessment. The G&P method consists in comparing the radiograph with a reference atlas to determine the most
suitable bone age. This approach is the most popular among radiologists because it is the least time consuming manual
method currently available. Nevertheless, BAA through the G&P method can vary in precision depending on the expertise
of the radiologist and variations between radiographs. In contrast, in the TW2 method the hand is divided into 20 ROIs,
the development of each ROI is considered individually and is classified in a stage. Finally, to determine bone age, the
different stages for each ROI are taken into account.20 The TW2 strategy is more precise than G&P because it makes a
local analysis on the radiograph. However, this process tends to be more tedious and time consuming for radiologists.

Automated assessment. Several attempts to automate BAA have been developed over the years. One that is currently
used in clinical settings is the private software BoneXpert9 created in 2009 by Hans Henrik Thodberg and Sven Kreiborg.
BoneXpert was generated using patients from a Danish cohort, therefore the reliability is not guaranteed when assessing
data from different countries. The BAA is based on edge detection and active appearance models21 to generate candidates
and make comparisons according to G&P and TW2 approaches by taking into account the bone structures on each hand.

Other automated methods for BAA have been developed in the framework of the RSNA Boneage Pediatric Challenge.
16Bit, the winners of the challenge in 2017, used the Inception-V3 network combined with a network for gender infor-
mation, and added two 1000-neuron densely connected layers before the final month prediction.11 Another approach,
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Figure 3: Examples of complex classification in the RSNA dataset.
(a) Left side, Hand of a patient with 204 months of bone age. Right side, hand of a patient with 203 months of bone age.
(b) Left side, Hand of a patient with 156 months of bone age. Right side, hand of a patient with 153 months of bone age.



presented by Iglovikov et al,22 included manually labeling three keypoints on a fraction of the images, and implemented a
deep convolutional neural network to create a regression model.

2.3 Image Classification Networks
Inspired by the study of the cells present in the visual primary cortex,23 Fukushima designed the first convolutional neural
network, the Neocognitron.24 This job introduced the convolutional and spatial averaging layers. Moving on, Yann Lecun
made use of these two layers in addition to his backpropagation algorithm25 to produce a convolutional neural network that
successfully generalized its weights on the hand drawn digit recognition task of the U.S. Postal Code.

Since the introduction of AlexNet4 in 2012, neural networks have grown deeper to extract richer features and signifi-
cantly improve the accuracy of the methods. To tackle the vanishing-gradient issue caused by adding many layers, He et
al.13 introduced residual connections. As a result, subsequent networks have explored different ways to use skip connec-
tions to create more effective blocks.16, 26 In addition to residual connections to tackle the optimization problem, Huang
et al. introduced a network called DenseNet that connects each layer to every other layer in the blocks.14 Consequently,
this approach strengthens the feature propagation and reduces the amount of trainable parameters of the model. Moreover,
recent models have included densely connected convolutional layers to better use the feature information and reduce the
amount of trainable parameters.27, 28

Furthermore, Szegedy et al. proposed a method called Inception29 to better utilize the computing resources inside the
model, thus increasing the depth and width of the network while keeping the parameter count low. This model introduces
Inception layers, which are namely a combination of the outputs of the 1 × 1, 3 × 3 and 5 × 5 convolutional layers
concatenated into a single one, allowing these internal layers to assess the best filter size to learn the required information.
Recently Szegedy et al. have updated the inception architecture in order to increase the size of the network maintaining a
low amount of parameters.30

3. OUR METHOD
We propose a global approach to address this task inspired on the methodology of G&P and 16Bit, the winning method of
the Pediatric Bone Age Challenge by the RSNA in 2017. 16Bit is a model that uses the Inception-v3 architecture to extract
image features from 500 × 500 hand X-rays. The method combines this information with the gender mapped to a 32 bits
learnable embedding by passing it through a 1000-neuron fully connected layer. Finally, they use a 1000-neuron regressor
to predict bone age.

We build upon this method by reducing the number of trainable parameters in the model without sacrificing perfor-
mance. To do this, we decrease the number of feature maps and the spatial resolution of the output by adding a convo-
lutional layer with stride = 2 to the final output of the backbone. To consider the gender information in our model, we
replicate the binary value 32 times and concatenate it to the image features. Finally, we pass this information through a
500-neuron regressor to predict the final bone age in months. With this modifications we reduce the number of trainable
parameters to nearly 82.15 M, in turn, we decrease the training time and overfitting of the model. Additionally, this change
allows us to use input images with greater resolution to decrease the loss of information caused by the original resizing.
Figure 4 shows an overview of our method. We train GPNet using an Adam optimizer with an initial learning rate of
1× 10−3 until convergence and reducing the learning rate by a factor of 0.1 once a loss plateau is reached.

Figure 4: GPNet architecture simplified



4. EXPERIMENTS
To determine the effect of each of the proposed modifications on the baseline, we conducted a comprehensive ablation study
in the validation set of the RSNA dataset. For each step of this study we add one of the suggested modifications to the
architecture, and train from scratch until convergence. When obtaining a boost in performance with a certain configuration
we use it as the starting point for the following experiments. Table 1 shows the results obtained for the ablation study. The
first row corresponds to the baseline.

Table 1: Experimental results. The first row shows the performance of the baseline along with the characteristics of the
network, the image input size and the number of parameters in the model. The last row shows the performance of the final
model with all the modifications included.

Number of fully
connected layers

Fully connected
layers size

Backbone
output size

Gender
embedding

Input
image size Backbone Number of

parameters MAD

2 1000 100352 fully connected 500x500 Inception-V3 123.17M 6.506
2 1000 100352 fully connected 500x500 ResNet-101 143.88M 6.858
2 1000 100352 fully connected 500x500 ResNeXt-50 33.00 M 6.610
2 500 100352 fully connected 500x500 Inception-V3 72.48M 6.476
1 500 100352 fully connected 500x500 Inception-V3 71.98M 6.421
2 1000 204800 fully connected 700x700 Inception-V3 227.62M 6.440
2 1000 100352 replicated 500x500 Inception-V3 123.17M 6.384
1 500 33712 fully connected 500x500 Inception-V3 59.11M 6.332
1 500 82976 replicated 700x700 Inception-V3 82.15M 6.321

4.1 Backbone Selection
We study the effect of two high performance classification convolutional neural networks: ResNeXt-50 and ResNet-101.
The second and third row of Table 1 present the results obtained for these two backbones. The results demonstrate that the
Inception-v3 architecture extracts more useful image features for the BAA task. Furthermore, this backbone is less likely
to present overfitting to the given data. Therefore, we maintain this architecture as the backbone of our method.

4.2 Size and number of fully connected layers
The 16Bit model has a 1000-neuron fully connected layer to process the image features and the gender information associ-
ated to the image and a last one that functions as a regressor to predict the final bone age. In order to determine the effect of
the size of these layers, we reduce their size by half. The results show that this modification reduces the number of trainable
parameters by more than 50 M, while yielding a slightly better performance. Additionally, to determine if this number of
layers are required, we reduce the number of layers in our model to one. Thus, this layer takes the gender information
along with the image features extracted from the backbone and predicts the bone age in months. The results show that
this change reduces the number of parameters without affecting the performance. Accordingly, with this reduction in the
number of trainable parameters of the model, we improve its generalization capacity.

4.3 Image Resolution
The baseline model takes as input images of size 500× 500. However, the original images of the dataset have an average
resolution of 1,694 × 1,284 pixels, meaning that during the resizing more than 70% of the spatial information is lost.
Figure 5 shows a comparison of the quality of the texture information on some ROIs in the hand when resizing the image
to 500× 500 and 700× 700. When reducing the size of the image the visual information is smoothed and the ossification
patterns are lost. As a result, we study the effect of using bigger images as input for our model (700 × 700). Table 1
shows that w.r.t the baseline the performance is indeed improved by 0.6 moths with this modification, but the number of
parameters is nearly doubled.



Figure 5: Texture preservation over the two image resolutions. Best viewed in electronic format.

4.4 Gender information
In the 16Bit model the gender information is passed by a 32-neuron fully connected layer before concatenating it to the
image features. This part of the model implies that they are learning an intermediate representation of 32 bits for a binary
value. In contrast, we replicate the binary value associated with the gender information 32 times and concatenate it with
the image features. This ratio allows gender information to really affect the final prediction. We report the results of
this experiment in Table 1. The results show that if we replicate the gender value instead of learning an intermediate
representation for it, the model can take advantage of this information in a more appropriate way, which is reflected in a
0.122 month increase in performance.

4.5 Network Output
The baseline model eliminates the final concatenation layer of the Inception-v3 architecture, flattens it and concatenates it
with gender information. Processing this data with a 500-neuron fully connected layer generates a considerable amount
of trainable parameters for our network. For this reason, we introduce a 3 × 3 convolution with stride = 2 to reduce the
spatial resolution as well as the number of channels and produce a 33712 features vector. The eighth row of Table 1 shows
that this modification leads to an additional 12M parameters reduction with a performance increase of 0.1.

4.6 Full model
We integrate all the previously mentioned modifications to our final model, GPNet. We show the results obtained for our
model in the last row of Table 1. These changes reduce the the number of trainable parameters from 123 M to 82.15 M and
increase the performance in 0.66 months. Finally, we compare the performance of GPNet w.r.t 16Bit performance on the
test set of the RSNA dataset. These results are shown in the Table 2.

Table 2: Performance comparison of GPNet and 16Bit methods on the RSNA’s Boneage Pediatric Challenge test set. The
first row demonstrates the performance of our baseline, while the second row demonstrates the performance of GPNet.

Method
Name

Input
image size

Number of
parameters MAD

16Bit11 500× 500 123.17M 5.58
GPNet 700× 700 82.15M 4.92

We obtain different testing performances between 16bit’s model and our implementation, we note that this difference
of performance is a result of our re implementation of the architecture, as the authors of the aforementioned model did not
release any code nor model; thus for our experimental setup, we re implemented it according to the description given, to
generate a fair comparison between it and our approaches.



5. CONCLUSION
In this work we present GPNet, an automatic approach for BAA that leverages global information of hand X-ray images
inspired on the methodology of G&P. Our method has a greater generalization capacity, with a considerable reduction in
number of trainable parameters, from 123 M to 82.15 M. Additionally, using higher resolution images maintains local
information that is useful for BAA task. Our model takes advantage of gender information more appropriately by using
it in a straightforward manner instead of learning an embedding for a binary number. Finally, GPNet outperforms the
previous state-of-the-art method on this task. GPNet source code, models, pre-computed results will be available∗ to boost
relevant research in the topic of BAA.
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